
HyperFlash32 Sacred Art Scroll

Preface:
I go by TheRedMenace on the Planet Virtual Boy forums and was one of the original HyperFlash32
eInk Label Contest winners. I’ve created almost 100 labels in total (more if you count slight
variations, though quite a few are admittedly outdated), and over 300 icons.

While there is a default (or even “official”) set of HyperFlash32 assets by Mumphy (another Contest
winner, who’s worked with Mellott quite a bit since); Mellott himself is very enthusiastic about the
customisability of the HF32 cartridge. At a fundamental level, there are two elements free to
customise by the user: labels, and icons. I’ll be going over both (in varying levels of detail) in this
document, but if you want to skip to a particular section; you can find regular icons directly below this
preface, long icons on page 7, labels on page 11, and program-side tips on page 15.

There’s already a lot of great art out there, created by various users, but I hope you find inspiration in
that fact rather than any discouragement. To be honest, I really hadn’t done much art stuff before my
work with the HyperFlash, so if I can give it a shot, anyone can. Plus, it never hurts to have more
people making cool art. :)

I’ll probably mention a few more names here and there, but it won’t be important to know specifically
who they are for the purposes of this document, so I won’t be taking the time to define every single
one. If you’re curious about seeing some of their work though, I’d ask about it on the PVB discord.

Icons:

These are black and white graphics that fit into a 16x16 square. In this part of the document I’ll
be going over the technical behaviour of how the HF32 interacts with icons, and the principles
that I came up with when making mine as a result. There are a few things I’d strongly
recommend you follow, but technically none of these will be “rules” that you have to follow, so
it’ll be up to you to pick and choose which fit into your own dogma. Beyond all that, though, you
should also just get a lot out of experimenting for yourself. Testing on hardware can help a lot
too when you’re not certain about something, such as which variation on an icon you enjoy
most.

The first thing you’ll need to consider with icons is how the HF32 loads them. After selecting a
game, the HF32 will load up Mumphy’s programming label and use partial screen updates to
then load in the icons one by one. The basic properties of this label to keep in mind are that:

1. The loading bar will always be white in a section where an icon isn’t loaded



a. This means that if your icon has a black background, the rest of the bar will still be white
where your icon hasn’t loaded. Loading in icons also has a bit of a different feel to it, but I
can’t demonstrate that here. I can try to describe it, though, and the way I would is that a
black icon will look more like a cutout appearing than it does the subject itself loading in.
I’m not sure if this will come across clearly to people without having seen it in motion, but
regardless, it’s not anything detrimental; just something you’ll need to weigh up the pros
and cons of yourself. Below are two examples of what each will look like when loading.

b. The HyperFlash reads the white in icons as transparent, so it essentially just writes the
black portion over the white of the programming label. If this wasn’t the case, you would
see the white of the first and last icons overwriting the two black pixels (#000000) from
the border, as well as two grey pixels in the left and right bottom corners (#c0c0c0 and
#808080 respectively). Because of this, icons with black backgrounds will look squarer.
There is a workaround to this, but I’ll speak more on that in the long icon section. If the
HF32 didn’t count the white in icons as transparent, the loading bar would end up looking
like this:

2. As you’ve seen, the loading bar will be bordered by grey (#808080, mostly) on the left,
right, and bottom, but black on the top.

a. This means that if you want icons with black backgrounds to be centred vertically (where
possible), you’ll have to remember that there will be 1 pixel extra on the top.

b. More usefully, it means you can have portions of an icon “completed” by the borders
themselves. For example, the feet on this 3D Tetris (block) character, or the halo of this
miscellaneous angel icon:



3. (I.)  There is no padding to the left or right of icons.
a. This means that you’ll need to leave some space within the icons themselves. Ideally, it

will be two columns at least 1 pixel wide on either side (which you can see in the other
examples), but if you have to, it’s not the end of the world to only have one column of
padding. On icons with a white background, you’ll want that pixel width column to be
right-oriented, but with a black background, you’ll usually want it to be left-oriented.

This is because if you have an icon with a white background and one column of spacing
left-oriented, the first icon will “clash” with the grey border, which will be visible for the
entire flashing process. If right-oriented, only the last icon will “clash”, and only very
briefly before the cart begins to render the game label.

Similarly, if you have an icon with a black background and one column of spacing
right-oriented, the white elements will “clash” with the loading bar for every new icon
that loads in. Examples below (with the “correct” orientation following the “incorrect”
orientation).

b. Now, I said usually for black backgrounds because there are situations where you can
use the white characteristic of the loading bar to complement elements from your icon (as
you might with the border). For example, in this icon of Orone (from Red Alarm), the fire
it’s breathing is white like the loading bar, and at least the intent behind it was to imply
that as it loads, the rest of the bar could be fire extending out from it as well.



3. (II.)  If you don’t make your own padding, elements will end up meeting.
a. If you don’t keep this in mind, you may end up making an icon that looks fine on its own,

but ugly in practice. For example, here I should have adapted the Mario Paint Baby to
better fit the innate limitations of icons, rather than trying to preserve the original look
exactly.

b. This is more of a benefit than not though. At least in my experience, I’ve found that in
most cases, you should be able to find some solution to problems like these. The reason
why this particular characteristic is a benefit, though, is that you can cater icons
specifically with it in mind to create what I’m going to call “pseudo long icons”, and
“daisy-chain icons”. This may be less exciting post the release of long icons (which was a
while ago now, even at the time of writing), but still; the elegance of working around
constraints to arrive at a comparable result retains some appeal, at least to me.



c. If you really need the space though, and aren’t looking to make daisy-chain/pseudo long
icons, you can forgo the padding if you’re smart enough about it. For example, both of
these icons have black pixels spanning across every column, but since they aren’t on the
same row, they won’t actually connect.

d. On the other hand, if you design an icon in the right way, you can control how elements
connect. This is particularly useful when working around space restrictions. For example,
with this Bound High! icon, the enemy and Chalvo take up too much space around the
middle of the icon to fit the whole platform in the background without splitting it as I have.
In this Pow Block icon too, I use the whitespace of the loading bar to pseudo-complete
the current icon, with previous icons being completed by each other.

4. The HyperFlash32 will load icons from left to right.
a. As a result, it should be better to have icons facing to the right so they’ll load “with the

grain”, rather than against it. To me this just makes this experience feel a bit smoother.
Here’s an icon from Mumphy which was left-facing when he sent it to me, which I
mirrored before release. You won’t have to worry about this with symmetrical icons.



5. This point is more about how our brain perceives visual stimuli than the HF32 itself, but:
a. Even if you have an icon with an overall neutral position, if it has an element that points in

a certain direction, I find that your gaze will tend to follow the “pointer” and want to stick
there. Since the user should be tracking the progress of the bar, I prefer having the
element oriented to the right. Such as with this VUE Master icon from Fwow13 which, as
with Mumphy’s in the previous example, I mirrored before release.

b. Finally, we can utilise dithering (alternating colours, or in this case, black and white) to
fake a third shade.  While this is more useful for long icons, and especially for labels, it’s
still worth mentioning here, too. Even if only briefly. Here’s another icon from Fwow that I
adapted to get what you see on the right (notice the dithering in the screen).

Addendum (icons):
● Some of the things I’ve gone over will be more noticeable when loading on the cart itself

since they will be smaller than they are here, but I wanted to include blown up samples so
I could most clearly demonstrate my points.

● I’ve tried to make each of my processes and principles clear by explaining them one at a
time, but often you’ll need to combine the knowledge of more than one of these things into
a single icon. You should be able to notice this in a few of the later examples if you’ve got
a keen eye.

● I simplified point 1b. a bit in that icons with predominantly white or black backgrounds
may or may not have black pixels covering the grey loading bar pixels. It’s not as binary as
I made it out to be, but I felt it was clearer to demonstrate my point that way. Regardless,
all my examples are accurate to how they would look on-cart, and if you want to see an
example of this specifically, take a look at the Pier icon for Virtual Fishing in point 3 II b.



● If you have an odd amount of padding in your icons (e.g. two pixels on the right, one on
the left), it’s probably preferable to have more on the left than the right. This is because for
the first icon (using that example)  you’d have one pixel on the left separating the first icon
from the border, and then three on the right (since the padding on the left will be combined
with the padding on the right). It doesn’t matter much, but if you had the two-pixel spacing
on the left, you’d have two pixels of space there, then three on the right, which may look
more natural since there will be slightly less of a difference in the spacing between the
border on the left and every icon after.

This does mean the last icon would have the one-pixel space, but as with previous points,
I tend to prioritise how the first icon will look more than the last, since it will be visible the
whole time, where the last will only… last... a fraction of a second. Again, this is a smaller
detail than anything I’ve gone over above, but I still thought it was worth mentioning
(which is why it’s down here).

● Collecting resources for this (and just putting “pen” to “paper”), I’ve noticed a few
discrepancies in a couple of my icons. This can be explained in a few different ways:

● Firstly, learning all this was a process, so some of the earlier icons I made may
have been before I came up with certain ideas.

● And secondly; while this has all been in my head for a while now, this is the first
time I’m putting it all into one place as a resource, so it’s possible that I’d forgotten
certain things here and there (especially since I’ve quite literally made hundreds of
icons. It can be hard to retain absolute consistency in those numbers).

● That said, with this portion of the document complete, I’ve found it’s pretty easy to
identify any errors in my icons, so I’ll try to update the handful that might need it at
some point.

Long icons:

*Phew*. With regular icons out of the way, this section should be a bit lighter by comparison.
Now, long icons “What on earth could those be?!”. Well, where a regular icon is 16 by 16 pixels
and will repeat adjacently 10 times; long icons are 16 by 160 pixel icons that will load in 10
individual segments. In other words… they’re long. This allows for a greater deal of flexibility
with your icons, and you can get some great results from it (check out Mumphy’s Zelda long
icon if you want to be seriously impressed).

The first long icon was actually one of mine. Mellott and I had talked about the potential feature
a bit, and I decided to expand my Wario Land pseudo long icon (point 3 II b.) into a more fully
realised representation of the first stage. I also made a handful of tech demo-esque icons for
him, which I still have around, but Wario Land was the centrepiece.



Before I get into my long icon (specific) advice, though, I’d like to start with the workaround from
1b:

If we take this icon as it is, it will end up looking relatively square, since the black will cover up
those two grey pixels on either end of the loading bar; like this:

But, if we turn it into a long icon and make the bottom far left & right pixels white, it will end up
looking a bit more rounded, since the white is counted as transparency, like so:

You can also make the top far left & right pixels white as well if you’d prefer a rounder look for
the thumbnail of the image file; but in practice, this won’t do anything since those pixels are
black underneath anyway.

I came up with this technique while writing this document, so I may convert a few of my
applicable icons at some point.

Okay, now that we’re really done with regular icons, I’ll go over my long icon specific advice
(though I do want to emphasise that this technique is applicable to and useful for long icons in
general. As such, I’ve made sure to apply it to the examples I’ve used below, too).

Probably the biggest difference I’ve found when it comes to long icon creation is that while for
regular icons you should try to be aware of how things load; with long icons, you should try to be
particularly aware of where things load.



For example, if you had a game title ten characters long, you’d want each letter to fit within its
own 16x16 segment. Otherwise, as the long icon is loading, you would get something like half of
one letter loading in, then as it progresses to the next segment, you’d get the next half of that
letter, along with the first half of another, and so on.

To help with spacing, I like to work within those 16x16 segments by cropping into the areas one
by one (with ‘delete cropped pixels' unchecked) until I’ve finished the “first draft” of the long icon.
After that, I’ll crop back out to the whole area and make any more adjustments I might need to.

If you have to though, it’s okay to load certain elements in parts, but I’d try to limit it where you
can, like to things that are too wide to fit in one segment, such as the hill in this icon:

Or to when you’re wanting said elements to be centred within the context of the whole icon,
such as with the bomb here, or the suns in the two following icons:

Generally, I would say long icons tend to fall into a few categories: “animations”, “game scenes”,
“game titles/logos”, “icon lineups” (or “alternating icons”), and I guess you could call what I went
over with the Mellott’s VR icon something like “regular icon optimisation”. There are definitely
some that fall between these categories, but I think they do a decent job of representing how
long icons usually turn out at a basic level. Below you can see some more samples from my
long icons:



I honestly don’t have much else to say about long icon creation. The previous section on regular
icons should still hold some weight for long icons, and I haven’t used dithering too much in my
long icons (again, check out Mumphy’s Zelda long icon). I did, however, quickly adapt one of the
icons you can see on the last page (the lake) to give you an idea of the kind of things you can
do.

And that’s it for icons! The last thing I can do is remind you again to experiment, and to test on
hardware when you’re not sure about something. It can be tedious at times, but there’s no better
way to gauge how effective your icon will be than seeing it in action.



Labels:

Like the last, this section won’t be too long, so I’ll start yet again with the basics. Across all carts
you’ll be using black (#000000) and white (#ffffff) in your labels. If you’re working with a grey
cart, you’ll also be able to use two shades of grey (#c0c0c0 and #808080 are the most
commonly used), or if working with the red cart, you’ll get one shade of red (usually #ff0000). I
prefer working with the slightly more limited palette of the red cart myself, but both are great in
their own right.

Next, I’ll go over the aspect ratio of labels. This is a bit more complex than you might assume,
but Mellott has provided me with some resources to help make it clear.

The template above shows two boxes and a colour bar. The inner box represents the absolute
visible area for a label, while the outer box represents the bleed area. The colour bar,
meanwhile, represents the area that will be cut off completely. What this comes down to is that
you’ll want all your important graphics to be contained within the inner box, with non-critical
parts of the label, like the background, filling the area of the outer box. You can do whatever you
like in the space with the colour bar; feel free to leave it blank, have a colour bar of your own, or
get more creative and use it as a space for a signature, or even leave an easter egg. Just make
sure you’ve used all available shades somewhere on the label, or the Hyperflasher won’t like it
when converting.

In total, a label is 264x176 pixels, with the visible area being around 224-245 x 170-176 pixels.
Here are two examples of labels overlaid with the visible and bleed area. One of Mirai604’s grey
labels, and one of Morintari’s red labels.



The reason behind the visible area varying like this is that during assembly, the placement of the
screen, and therefore the overall positioning in relation to the cover, is allowed a bit of leeway to
minimize the risk of damage to screens. Beyond individual differences per cart, though, there
are also minor differences between some of the cases. The newer aluminium covers are a
tighter fit horizontally than the original FR4 covers, and prototypes also have different visible
dimensions. Regardless, Mellott has said that the dimensions have been stable for a while now,
and are unlikely to change (but allowing for bleed is a good practice anyway).

If you’d like to test out the visible dimensions of your cart specifically, you can use the test label
below (on the left) to measure how many pixels have been cut off, by counting from the nearest
“landmark”. My production cart, for example, has 1-2 pixels cut off the top, with 25-26 pixels cut
off the right side (at certain angles, you can see one pixel more/less, which is why ranges are
given), which you can see visualised below on the right.

With that out of the way, the main thing I’d like to touch on is dithering. We’ve gone over this a
few times briefly, but labels are where it starts to see its full potential. There are two main
patterns that I want you to be aware of.

Further down on the left, you can see Team VUEngine’s Multi Color Demo (but let’s be honest
though, the real way to spell it is with a u), which shows off the first dither pattern. Following this
will give you four extra shades (they didn’t include black + white dithering here). I like to call this
pattern “50% dither”, or “half dither”, because you’re alternating between the shades evenly.

On the right, you can see my adapted version, which I called the Multi Shade Demo. It adds the
black + white 50% dither, as well as the second pattern I’ll be covering. This second pattern I
like to call “quarter dither” (because “25% dither” doesn’t sound as catchy). My naming scheme
should be fairly self-evident, but I might as well say yes; for every 3 parts of one shade in a
block, there will be one of another. This should technically give you 22 shades total, but to be
honest, I think there are only a few worth using, so it’s probably closer to 10-15.



This pattern comes into its own though under the limitations of the BWR screen. Losing a shade
means that the pattern really does give some distinct looking shades, and hopefully you’ll be
able to see that yourself below.

Related to dithering (and usually used in conjunction with it), Cross-Hatching is another shading
technique. I haven’t used it much myself, so I’ve snatched one of Mumphy’s labels instead to
demonstrate, since he uses it across a number of his. Basically, if you use a + or an x pattern,
that’s cross-hatching.



The final advice I have for labels is to just find a starting point and keep working on it until you’re
satisfied. Don’t be afraid to use a reference as well. I’ll include some of my favourites out of my
own labels below, but you should check out others’ under the downloads section of the HF32
page on PVB (where my icons can also be found) too. Or, if you’re still looking for more
inspiration, the Contest forum posts.



Addendum (labels):
● As I mentioned at the start of this document, some of my labels are definitely out of date.

This is because so far all my labels have been created for Mellott’s art contests, which
usually take place during the formative period of whatever cart he’s working on.

At some point though, I’d like to go through them and fix anything I need to (including the
colour bar, even if it’s not visible on the cart, since I like the one I made for the BWR labels
more than the original block approach). I might just pick out a few of my favourites and do
them first (see conclusion), but I don’t see myself doing the majority of them for a while
since it would likely take up a fair amount of my time, when I’ve already sunk a significant
amount of it into the creation of HyperFlash32 assets.

What program should I use, and do you have any tips for me there?

I use Photoshop because it’s what I know/what I’m used to, but I recognise that it isn’t cheap
and won’t be an option for some. I’ve used GIMP a bit as well, and it’s fine for a free solution,
but having used Photoshop, it just feels like an uncanny version where everything is just a little
off. If you’re not used to Photoshop though, it could be a good place to start.

Mumphy previously used Photoshop too, but has since moved his workflow into working with a
program called Aseprite, which is more specifically for pixel art. I believe KR155E (part of
TeamVUEngine and creator of PVB) uses a mixture of both, so if you’ve got something akin to
Aseprite, it could be a good option as well.



At the end of the day though, I really would just recommend you use (or at least start with)
whatever you’re most accustomed to... if Fwow can work in Paint by choice, I’m sure most of
you should be able to find something that works.

Onto program tips, I can only really speak on Photoshop, but I have to assume at least some of
;this will apply to other programs as well:

My first tip is don’t save things as JPEGs. The compression is not good for pixel art (and in fact,
it’s terrible). I’ve seen a lot of people save as BMPs, but I’m going to assume this is probably
more out of habit than anything since it’s Mellott’s preferred file extension. It’s a fine format, but
in my opinion, outside of prototyping with Mellott, it should be avoided in favour of the PNG,
which is a more common format that supports lossless compression. A pretty relevant example
of BMPs' uncommonness being an issue is that with this document I had to convert any BMP
files over to PNGs, as Google Docs doesn’t support BMPs. It’s not an insurmountable problem,
but it is one that doesn’t have to exist. If you want to show your work over Discord too, then
BMPs won’t have a preview either.

Next, I’ll go over the tools I most frequently use when making icons and labels in Photoshop.

The most important tool for pixel art in Photoshop is the Pencil tool (shortcut is B). If you use a
brush, you’ll end up with pixels of varying transparency, and it’ll also be harder to precisely fill in
pixels. The Pencil, on the other hand, will only output solid pixels, and only exactly where you
place them. You’ll usually just use size 1 for icons, but you may find yourself sizing the Pencil up
a bit when working on labels.

If you’re working in multiple layers, the Eraser tool can be helpful as well (set the mode to
‘Pencil’), but otherwise, you can usually just stick to using the actual Pencil tool to “erase”
anything you might need to (use the x key to switch between your two selected colours). When
working on a larger scale, however, selection tools generally outperform the Eraser. Just make
sure to turn off anti-aliasing for all of them.

One such tool is the Magic Wand (shortcut is W), which will select all of a certain colour within
boundaries (play with tolerances to help select what you want, and use ‘similar’ under the
‘select’ dropdown to select all similar colours in the selected layer). Beyond using the backspace
key to delete the selection, if you use the Bucket tool (G is its shortcut) and set the tolerance to
255, it should fill all that is selected. Alternatively, you could just size up the Pencil until it’s big
enough to easily fill your selected area (this applies to all selections, regardless of the tool you
used to make the selection). The bucket is also just useful for its general function too.

Similarly, the Marquee tool (M is its shortcut) is also used for selecting things, as is the
Polygonal Lasso (L is its shortcut) for more specific selections. If you want to move a selection,
switch to the Move tool (with v). This can also be used to resize the selection if ‘Show



Transform Controls’ is on, but if you’re doing this, make sure to set interpolation to ‘nearest
neighbor’. If you right-click after you’ve interacted with the Transform Controls, you can flip the
selection horizontally or vertically too.

Copy and pasting selections can come in handy as well, but as a reminder, make sure all
selection tools have anti-aliasing turned off.

Zooming is performed with the control (or command on mac?) key, and + or - keys. This can be
useful for when you’re trying to work on a specific area in your composition, or if you want to get
a different perspective, and/or better see the effects of dithering or crosshatching. CTRL and 0
will reset the zoom to the full work area. Cropping could be used to similar effect, but beyond the
context of long icons, you should probably just stick to the zoom tool/function.

The Eyedropper tool is handy for quickly selecting a shade you’ve already used in your image,
rather than having to go into the colour panel and change it there. Its shortcut is the i key.

If you’d like to make dithering a bit easier without installing any plugins, I’ll link to this guide to
save myself a bit of writing and a few screenshots. It’s a good video, and it’s only a few minutes
long: https://www.youtube.com/watch?v=51f1m_cj7aA

And that’s it. There may be some other stuff I missed since I don’t have the most exhaustive
knowledge of Photoshop (generally I only try to learn new things in Photoshop if I find a problem
I can’t solve with my current skillset); but otherwise, the rest of the tools are good for general
Photoshop usage, but don’t help all that much with pixel art.

Conclusion:
It took me a couple of days to gather, create all the resources for, and write this document, with
further time spent going over it to make my writing as concise as I could. Although 17 pages is
still pretty long, I’ve tried my best to be clear with everything I’ve written here, and with that in
mind, hopefully none of it dragged on too long and is useful to people. If you want the resources
used in this document, you can find them in the same place this document is hosted on PVB (if
you haven’t downloaded them already), and I’ve also included a few extras in the folder;
including updated versions of two of my labels, based on Mellott’s dimensions that you saw
here. If you made it this far and read everything, you have my regards, and with that, it’s time for
me to sign off rather abruptly and go back to my cave.

Cheers again, TRM.

https://www.youtube.com/watch?v=51f1m_cj7aA

